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Introduction and Overview

Database systems constitute a large and long-standing software business that has
evolved over the last 30 years. Many modern database systems understandably
reflect a lot of that history in their design, packaging, pricing, and delivery mod-
els. Computer technology, data availability and scale, and the applications
served have all changed dramatically during that time period, and are still evolv-
ing.

If you were to build a new database company from scratch and free from that
history, would you end up recreating the same products and the same company
structure? More to the point, is there some inflection point coming in the data-
base market that gives advantage to a new company that is less constrained by
this history? It’s obviously a question with significant consequences.

In order to try and answer that question, we’ll start by briefly summarizing the
amazing progress that technology has brought.

A Brief History of Disk Storage

The story of databases is
inseparable from the story of
disk storage, the most re-
markable of all the computer
technologies in terms of evo-
lution. Today a terabyte (a
million megabytes — TB)
disk drive costs roughly
$100. The first commercial
disk drives appeared about
45 years ago, stored 20MB
of data and cost roughly
$100,000 in 1960 dollars.
Before the first disk, data
was stored on magnetic tape, and before that on punched cards. Around 1970,
disks had matured to the point where they were used as the repositories of busi-
ness information, at which point the organization of the storage increased in im-
portance and on-line data repositories first played a role in commercial IT. As
storage got cheaper, more was stored. As more was stored, the complexity and
capability of the applications grew.

Figure 1: IBM 1301 Disk circa 1960

The precursors to today’s database systems (IBM’s System R, UC Berkeley’s
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INGESS) appeared in the late 1970s. In the last 30 years, those basic ideas have
been carried forward onto more and more powerful computer equipment.
Moore’s Law says processors and memory have improved by roughly 1 million
over that timeframe, doubling every 18 months. Disks evolved at an even great-
er rate starting in the late 1980 as volume markets for PC disks emerged and
grew (the disk cost-efficiency doubling period is more like one year). At the
same time, as disk capacity increased the amount of data stored and processed
grew proportionately.

At first the challenge was simply to build relational database systems that were
fast enough to keep up with the basic back-end business processing (order entry
and processing). Modern databases are used not only for basic recordkeeping,
but additionally for expansive analysis (business intelligence) including at the
leading edge the processing of voluminous checkout scanner or Web application
click stream data (for example). The biggest driver to all these changes has been
remarkable improvement in storage cost efficiency.

Databases and Computer Architecture

Over the life of database systems, computer system architecture has evolved
considerably as well. It isn’t as dramatic as the price/performance improve-
ments in disk storage, but dramatic compared to almost. During that period the
raw performance and price performance of computer semiconductor technology
improved according to Moore’s Law. More importantly, there have been struc-
tural changes in how computers are designed:

For many years, database systems were just barely practical for real business
applications because they required much more computer power than simpler sto-
rage systems (sequential or indexed file systems, for example). Many database
applications justified the use of
the largest available computers,
meaning the largest mainframe
or minicomputer systems). But
in the last 30 years, the evolution
of microprocessors (single part
processors) has dramatically
changed the computer
price/performance  landscape.

The first really usable micropro-
Figure 2: IBM System 370/145 Mainframe cessors appeared in the mid-

[¥]¥

circa 1970 1970s. They were an amazing
invention because they enabled programmed devices as an alternative to a com-
plex hardware design (e.g., simple but powerful electronic calculators, process
control systems), but these first microprocessors were much less capable than
the computers of the day that were built with lots of digital engineering and low-
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er complexity components (MSI TTL circuits, for example).

Since then every 18 months or so the capability of a microprocessor has roughly
doubled (Moore’s Law), while the performance of conventional technology ma-
chines evolved less rapidly. As a result, each year some additional part of the
computer system price spectrum was captured by microprocessor-based designs
because they were faster than conventional designs at that system price point,
until we get to modern computer systems that are all based on microprocessors.
The surprising result is that the fastest server is roughly the same power as a
common PC. The world of computers is much flatter.

The result is that you can no longer simply buy the most expensive computer
systems to build the fastest application. Older “scale-up” strategies don’t work
in today’s flat world. The fastest scientific and engineering computer systems
are no longer the most expensive Cray supercomputer. Instead they are network-
connected grids of commodity servers (“scale-out”). The same holds true for
database systems. The fastest (and largest) database systems today are built with
large grids of commodity servers, no longer on the largest mainframes.

The implications of this evolution from scale-up to scale-out are broad:

e The system architecture of a scale-out database system is quite different from
that of a scale-up system. In a single, large computer it is common to have (and
for the database system to exploit) memory that is shared by all the processors.
In a scale-out grid the individual servers do not share memory and instead coor-
dinate activity by exchanging messages and data over the network.

e Since database systems are now built on commodity servers and storage, and
because both are so capable, an entry-level system requires very little hardware
expense, much less than for the low-end of an expensive server family. This
puts downward pressure on the price of the software, and high motivation to
make the systems easy to install and administer (whereas with a much more ex-
pensive system product, a shortcoming can be masked by vendor and customer
expert staff). Over all, the whole product needs are quite different.
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Multicore CPU’s

The impact of scale-out design is compounded and accelerated by what is hap-
pening in parallel in microprocessor design. Until roughly five years ago, mi-
croprocessor designers would translate semiconductor process and fabrication
improvements into faster and faster CPU’s. In doing so, they essentially recapi-
tulated the history of earlier supercomputer designs in which more and more
complex designs were produced in order to gain incremental speed improve-
ments. Semiconductor technology gets “better” because (a) feature size is re-
duced — a transistor takes less area in the newer process, so more transistors can
be fabricated in the same chip area, and (b) defect density is reduced, so a chip
of a certain area will have a greater yield (as the chip gets larger the probability
of a defect increases and the percentage of good chips decreases) and larger
chips can be manufactured cost-effectively. The net of this is more transistors on
a chip of constant price.

While semiconductor progress has continued unabated, the ability to build faster
CPU’s has progressively slowed down over the last decade. Worse still, in the
struggle for speed, the energy efficiency of CPU’s actually declined — running
the same program on the newer CPU took more energy albeit running in less
time. Over time it became clear to every-
one that a new processor design approach
needed to be adopted, and that the incre-
mental transistors should be used to fabri-
cate additional processors (“cores”) on the
same chip, not to make a single processor
faster. This architecture change was pain-
ful because most programs only can use a
single processor while most programs
benefit from a faster CPU. All that not-

withstanding, we’re well down the multi-
core path. Most consumer PC’s now have
two cores or more and server microproces-
sors are moving to four and beyond. Mul-
ticore CPU’s share memory, requiring that database system adopts a hybrid
memory design (shared memory within a server node; no sharing between
nodes).

Figure 3: A Modern Intel “Dunnington”

Multi-core Server

Multicore servers offer other interesting design possibilities including being able
to share server nodes between database applications and analysis applications
(SAAS for example), but we will only mention that here and not examine it fur-
ther. The point remains the same — adaptation to technology requires a lot of ba-
sic rethinking of database system designs.
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Networking

Finally, even the networking used within multi-node database systems is chang-
ing significantly. Teradata, the data warehousing pioneer, has always used a
multi-node approach, building on a proprietary network designed to do mesh
server connections particularly well (a “Banyan” network). Up until 2008, con-
ventional Ethernet networking represented a significant system performance li-
mitation compared to specialized networks or to the use of high-speed message
fabrics like InfiniBand (commonly used in high-performance technical compu-
ting grid applications).

Today, cost-effective and more manageable 10Gbit/sec Ethernet is available
from Cisco and others. Although these networks are not as good as proprietary
non-Ethernet alternatives, they are close enough to make the use of commodity
networking a practical alternative with significant cost and expertise savings for
the customer. Being able to build database scale-out grids on the same technolo-
gy that is used (for example) in a consolidated and virtualized data center, is of
great practical benefit. These changes in networking, in turn, increase the prac-
tical importance of scale-out database systems built with commodity server
nodes and now even commodity networking technology.

New Forms of Systems — Clouds and the Grid

The move to commodity computers, storage, and network grid designs use is al-

ERINT3

so reflected in the current efforts in what is sometimes called “utility,” “cloud”
or “grid” computing. Virtualization has made it possible to create a computing
utility in an enterprise data center, and to dynamically configure it for changing
business workloads. It makes the use of similar utility data centers run by ser-
vice operators “in the network” a much more practical idea as well. All of this
accelerates the practicality of being able to deliver complex application and sys-
tem functions from the network as well (software as a service or SaaS). It isn’t
only database and scientific computing that is driving grid, scale-out use. It’s

more like a perfect storm of interesting use cases.
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What'’s Driving the Data Explosion?

Modern disk drives store an amazing amount of data, so it’s worth spending a
minute thinking about where the data is going to come from. For example, if we
have a database with a record for every citizen of the US (about 300 million),
with 10,000 characters in each record, that would require on the order of 3TB of
storage (or about $300 of inexpensive disk drives!). Doing such an enormous
application doesn’t by itself require large grids of computers.

Most companies today haven’t come close to fully integrating and using all the
conventional business data they have, but beyond that, these are the likely
sources of data that will contribute to very large volumes:

1. Scanner data: There is a great deal of valuable information available by know-
ing exactly what each customer bought at the same time.

2. Click stream data: There is even more data available on Web-based marketing
and sales systems since each atomic act of the user can be individually record-
ed and time-stamped, as well as the overall navigation path, and the end result.

3. Mobile device data: With a cell phone or PDA, you get detailed device loca-
tion and movement information as well as the record of the actions of the user.

4. RFID: RFID technology can be embedded in products (or documents like
passports, or identity or bank cards) and then read from a distance. It isn’t
clear how much of the data that might be gathered (e.g., the record of a box be-
ing moved around in a warehouse has little obvious business significance), but
it could be another very high-volume source.

The Most Difficult Challenge — Business and Usage Models

If you talk to the established database companies, they will downplay the impact
of the technical change described here. Their argument is that inside all database
systems is a complex function called a query optimizer whose purpose is to plan
and then execute the response to a database request. These companies would
argue that over the years they have had to respond to technology change on an
ongoing basis and incorporate those changes into their query optimizers, and
that the kind of changes described here aren’t that different. Given that the in-
cumbents have large engineering departments and revenues compared to start-up
competitors, you can’t dismiss the argument out of hand, although you can rea-
sonably take a wait-and-see stance.
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But another aspect of this change is more difficult to dismiss — the business
models and expense structures of the incumbents. In the past, database systems
necessarily ran on high-end (costly) computer systems. In today’s world, a serv-
er costing only a few thousand dollars is far more powerful than those million
dollar mainframes, so it is practical to build database systems that are much
cheaper. It’s harder for a company to make a big change in the average selling
price of their products than it is to adapt to the changing technology. Consider
these intertwined issues:

e Suppose the computer system costs $250,000. That dictates what are considered
to be reasonable software prices. $50,000 for software on a $250,000 computer
is reasonable.

e  $50,000 of software defines the amount of sales effort and pre and post sales
support in turn are reasonable. Since software intrinsically has a much higher
margin than hardware, the vendor has a lot of money to spend in selling and
support and still make a nice profit.

e  And with a $300,000 purchase the customer can “afford” to expend effort (local
staff) making the system work well. It would be foolish not to do so.

But what happens if the same computer (or in fact a more powerful one) now
costs only $20,000? A lot of things change.

e  Obviously, you can’t charge $50,000 for the software.

e  More importantly, the sales effort and pre and post sales support have to be
scaled back as well.

e And perhaps most importantly, the product has to be much easier to install and
use because it is no longer reasonable to assume that the customer can afford the
expertise that would have been necessary for an earlier database system.

Whether or not we accept the incumbent database vendors’ claims that the tech-
nical adaptation to these remarkable technology changes is well within their
competence, the business challenges remain. Historically, changing product
price point and support assumptions is very difficult because it goes to the core
of how the company thinks and behaves.
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Conclusion

Neither today’s world of computing nor the Internet was even imaginable in the
1970s when the first predecessors of modern database systems started to emerge.
Compared to today, computers of that era were much less powerful and much
more expensive.

Technology Evolution
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Database systems have undergone a great deal of evolution in the last 30 years,
but still show the vestiges of the 1970s, especially in the use of expensive scale-
up computer systems and in technical and business models that depend on a
great deal of supporting expertise and customization. Today’s scale-out data-
base systems built on commodity computer and networking hardware, can de-
liver massive capability (fully comparable to the largest traditional database of-
ferings) and at a small fraction of the cost. More importantly, they are being de-
signed in a time when the collateral need for ease of use is abundantly clear.

Does all of this signify an inflection point in the database market where newer
companies can overtake much larger competitors? Only time will tell, but you
wouldn’t want to flatly bet against it!
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